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Why Study Wasserstein Distance?



Motivation: Why Study Wasserstein Distance?
1. Recent trend in Machine Learning

a. Appears in ICLR 2018 top 10 papers
b. Explosion in DBLP “Wasserstein” keyword search results
c. A wide variety of applications including GAN

2. Useful in our project; used by MNE (Nikolentzos, Giannis, Polykarpos Meladianos, and Michalis Vazirgiannis. 

"Matching Node Embeddings for Graph Similarity." AAAI. 2017.)



http://search.iclr2018.smerity.com/



http://search.iclr2018.smerity.com/

Ranked 7th



Tolstikhin, Ilya, et al. "Wasserstein Auto-Encoders." arXiv preprint arXiv:1711.01558 (2017).
https://openreview.net/forum?id=HkL7n1-0b



http://dblp.uni-trier.de/







Credit: Yichao Zhou



What Researchers Say on Wasserstein Distance
1. “ Learning under a Wasserstein loss, a.k.a. Wasserstein loss minimization 

(WLM), is an emerging research topic for gaining insights from a large set of 
structured objects” (Ye, Jianbo, James Z. Wang, and Jia Li. "A Simulated Annealing Based Inexact Oracle for Wasserstein 

Loss Minimization." arXiv preprint arXiv:1608.03859 (2016).)

2. “The use of the EMD has been pioneered in the computer vision literature 
(Rubner et al., 1998; Ren et al., 2011). Several publications investigate 
approximations of the EMD for image retrieval applications (Grauman & 
Darrell, 2004; Shirdhonkar & Jacobs, 2008; Levina & Bickel, 2001). As word 
embeddings improve in quality, document retrieval enters an analogous 
setup, where each word is associated with a highly informative feature 
vector.” (Kusner, Matt, et al. "From word embeddings to document distances." ICML. 2015.)
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 Elementary Distances Between Two 
Distributions



Infimum and Supremum

https://en.wikipedia.org/wiki/Infimum_and_supremum

greatest lower 
bound

least upper 
bound

max ≠ sup

A set T of real numbers (red and 
green balls), a subset S of T (green 

balls), and the infimum of S.



Total Variation (TV) Distance

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

1.         : compact metric set
2.         :  set of all the Borel subsets of
3.              :  space of probability measures defined on
4.                            : two distributions (r -- “real”; g -- learnable)

“largest possible difference between the probabilities that the two probability 
distributions can assign to the same event” (Wikipedia)



Example

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
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Example

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
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1.              :  space of probability measures defined on
2.                            : two absolutely continuous distributions
3.  

“expectation of the logarithmic difference between the probabilities P and Q, 
where the expectation is taken using the probabilities P” (Wikipedia)

Kullback-Leibler (KL) Divergence

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

= EPr[log(Pr(X))/Pg(X)]



“expected extra message-length per datum that must be communicated if a 
code that is optimal for a given (wrong) distribution Q is used, compared to using a 

code based on the true distribution P” (Wikipedia)

KL Divergence: Information Theory

https://en.wikipedia.org/wiki/Kullback%E2%80%93Leibler_divergence

cross entropy 
of P and Q

entropy of P



KL Divergence: Information Theory

https://en.wikipedia.org/wiki/Kullback%E2%80%93Leibler_divergence

cross entropy 
of P and Q

entropy of P



KL Divergence: Information Theory

https://en.wikipedia.org/wiki/Entropy_(information_theory)

Shannon's source coding 
theorem says at least 

log(1/pi) bits are needed to 
encode this symbol. The 
more likely the symbol 

appears, the less information 
it contains, and the less bits 
are needed to encode this 

symbol.

Intuition 1



KL Divergence: Information Theory

https://en.wikipedia.org/wiki/Entropy_(information_theory)

Entropy 

measures the average 
number of bits per 
symbol needed to 

encode the data. The 
more “skewed” the 

distribution is, the more 
predictable it is, the 
less surprise we will 

have, the more 
information it contains, 
the smaller the entropy 

it has, and the less 
average number of bits 

we need to encode.  

Intuition 2



KL Divergence: Information Theory

https://en.wikipedia.org/wiki/Entropy_(information_theory)

For every symbol, if a wrong 
distribution Q is used, cross 

entropy H(P, Q) 

measures the new average 
number of bits per symbol. Use more bits than “necessary” 

-> could be +∞ if p>0 and q=0

Save some bits



KL Divergence: Information Theory
Using                              , we should be able to understand

Intuition 1 comes from Shannon's source coding theorem. Gibbs' inequality is 
used to prove both the theorem and the ineq.

Gibbs' inequality in essence uses 

https://en.wikipedia.org/wiki/Kullback%E2%80%93Leibler_divergence

Intuition 1



1. Asymmetric. Mathematically, a distance metric should be symmetric. 

“KL distance”

2. Possibly infinite.

Kullback-Leibler (KL) Divergence :(

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).



Example

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
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f-divergences

Bousquet, Olivier, et al. "From optimal transport to generative modeling: the VEGAN cookbook." arXiv preprint arXiv:1705.07642 (2017).
https://en.wikipedia.org/wiki/F-divergence



Jensen-Shannon (JS) Divergence

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

(0, 0)

(0, 1)(θ, 1)

(θ, 0)

P0Pθ

(P0+Pθ)/2

 “not continuous and 
does not provide a 
usable gradient” :(



Credit: Junheng Hao

Generative Adversarial Networks (GAN)



JS Divergence and GAN

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
Goodfellow, Ian, et al. "Generative adversarial nets." Advances in neural information processing systems. 2014.

In the limit, the maximum of the discriminator 
objective is the JS divergence!

Pr, Pdata: real data distribution
Pg: generator distribution
Pz: prior on input noise
D (D*): (optimal) discriminator
G: generator



Earth-Mover (EM) Distance (Wasserstein-1)

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

?
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Earth-Mover (EM) Distance (Wasserstein-1)



Earth-Mover (EM) Distance (Wasserstein-1)

https://vincentherrmann.github.io/blog/wasserstein/



Earth-Mover (EM) Distance (Wasserstein-1)

Credit: Junheng Hao



Earth-Mover (EM) Distance (Wasserstein-1)

https://en.wikipedia.org/wiki/Wasserstein_metric

Optimal transport problem: 
for a distribution of mass           

        , we wish to transport 
the mass so that it is 

transformed into nu(x)

Cost of transporting a unit mass from 
x to the point y 
Amount of mass to move from x to y

 is a joint probability distribution with 
marginals  and 



Earth-Mover (EM) Distance (Wasserstein-1)

https://en.wikipedia.org/wiki/Wasserstein_metric

The move is reversible 
-> symmetric distance.



Earth-Mover (EM) Distance (Wasserstein-1)

https://en.wikipedia.org/wiki/Wasserstein_metric

Cost of transporting a unit mass from 
x to the point y 
 is a joint probability distribution with 

marginals  and 

Total cost of a transport plan 

Cost of the optimal plan (     is the 
set of all joint distributions whose 
marginals are  and )

If c=||x-y||, the distance is called W-1 
(p=1).

 



Earth-Mover (EM) Distance (Wasserstein-1)

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

(0, 0)

(0, 1)(θ, 0)

(θ, 1)

P0Pθ



Continuity and Differentiability

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).



EM Distance Intuitively Makes Sense

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

(0, 0)

(0, 1)(θ, 0)

(θ, 1)

P0Pθ

Focus on p(x) and p(y), and ignore x and y.
“Looks at event probabilities, but ignore the events (when probabilities occur).” “Bag of Ps.”                                          



EM Distance Intuitively Makes Sense

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

(0, 0)

(0, 1)(θ, 0)

(θ, 1)

P0Pθ

Compare two distributions using the “separation” information explicitly through the distance ||x-y||.                                         



Problem: Reasonable and Efficient Approximation
Finding the optimal  is virtually impossible! See examples in the next section.

https://en.wikipedia.org/wiki/Wasserstein_metric



History: From Math to Computer Science

The concept was first introduced by Gaspard Monge (a French mathematician) in 
1781, and anchors the field of transportation theory. 

The name "Wasserstein distance" was coined by R. L. Dobrushin (a Russian 
mathematician) in 1970, after Leonid Vaseršteĭn (a Russian-American 
mathematician) who introduced the concept in 1969. 

The use of the EMD as a distance measure for monochromatic images was 
described in 1989 by S. Peleg, M. Werman and H. Rom (Jerusalem CS 
researchers). The name "earth movers' distance" was proposed by J. Stolfi (a 
Brazilian CS Professor) in 1994, and was used in print in 1998.

https://en.wikipedia.org/wiki/Wasserstein_metric
https://en.wikipedia.org/wiki/Earth_mover%27s_distance

https://en.wikipedia.org/wiki/Gaspard_Monge
https://en.wikipedia.org/wiki/Transportation_theory_(mathematics)
https://en.wikipedia.org/wiki/Roland_Dobrushin
https://en.wikipedia.org/wiki/Leonid_Vaser%C5%A1te%C4%ADn
https://en.wikipedia.org/wiki/Jorge_Stolfi
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Applications of Wasserstein Distance



Computer Vision: Image Retrieval

Grauman, Kristen, and Trevor Darrell. "Fast contour matching using approximate earth mover's distance." Computer Vision and Pattern Recognition, 2004. 
CVPR 2004. Proceedings of the 2004 IEEE Computer Society Conference on. Vol. 1. IEEE, 2004.

dist=||embi-embj||1



Computer Vision: Image Retrieval

Grauman, Kristen, and Trevor Darrell. "Fast contour matching using approximate earth mover's distance." Computer Vision and Pattern Recognition, 2004. 
CVPR 2004. Proceedings of the 2004 IEEE Computer Society Conference on. Vol. 1. IEEE, 2004.

To embed a set of 2-D contour points, a hierarchy of grids is imposed on the image coordinates.
This is a fast way to approximate EMD.

Contour point 
coordinates identify 

the events.



Computer Vision: Image Retrieval

Grauman, Kristen, and Trevor Darrell. "Fast contour matching using approximate earth mover's distance." Computer Vision and Pattern Recognition, 2004. 
CVPR 2004. Proceedings of the 2004 IEEE Computer Society Conference on. Vol. 1. IEEE, 2004.

Input shapes

EMD flow

33 points are 
randomly chosen 

from its contour to be 
duplicated (circled 

points)



Computer Vision: 
Image Retrieval

Grauman, Kristen, and Trevor Darrell. "Fast contour matching using approximate earth mover's distance." Computer Vision and Pattern Recognition, 2004. 
CVPR 2004. Proceedings of the 2004 IEEE Computer Society Conference on. Vol. 1. IEEE, 2004.

Real image queries: examples of 
query contours from a real person 
(left,blue) and 5 NN retrieved from 

synthetic database of 136,500 images. 



Computer Vision: GAN
“In my limited GAN experience, one of the big problems is that the loss doesn’t 
really mean anything, thanks to adversarial training, which makes it hard to judge 
if models are training or not. Reinforcement learning has a similar problem with its 
loss functions, but there we at least get mean episode reward. Even a rough 
quantitative measure of training progress could be good enough to use automated 
hyperparam optimization tricks, like Bayesian optimization.” 

-- A current Google Engineer on the Brain Robotics team 

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html



Computer Vision: GAN
Wasserstein GAN has significant practical benefits: (1) a meaningful loss 
metric that correlates with the generator’s convergence and sample quality

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
                                 Increasing error :(                                            Lower error -> beter sample quality :)

Use the JS 
divergence

Use the EM 
divergence



Computer Vision: GAN
Wasserstein GAN has significant practical benefits: (2) improved stability of the 
optimization process

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
                                 DCGAN + WGAN :)                                                           DCGAN + GAN :)



Computer Vision: GAN

Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

                    No batch normalization, WGAN :)                                       No batch normalization, GAN :(

                                 MLP + WGAN                                                         MLP + GAN (mode collapse) :(



Duality for Wasserstein-1

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

Kantorovich-Rubinstein 
Theorem

Finding an optimal f is easier than finding an optimal 



Duality for Wasserstein-1

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

Finding an optimal f is easier than finding an optimal 
Double integral → single integral

2-D  → 1-D f

Kantorovich-Rubinstein 
Theorem



Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).

Finding an optimal f is easier than finding an optimal 
f parameterized by weights w



Credit: Junheng Hao

f parameterized by weights



Matrix-Level Calculation of Wasserstein-1

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html
=

Frobenius inner product 
(sum of all the 

element-wise products)



Matrix-Level Calculation of Wasserstein-1

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

0 1 2 3 4

1 0 1 2 3

2 1 0 1 2

3 2 1 0 1

4 3 2 1 0

=

Frobenius inner product 
(sum of all the 

element-wise products)
(x1,y1) (x1,y2) (x1,y3) (x1,y4) (x1,y5)

(x2,y1) (x2,y2) (x2,y3) (x2,y4) (x2,y5)

(x3,y1) (x3,y2) (x3,y3) (x3,y4) (x3,y5)

(x4,y1) (x4,y2) (x4,y3) (x4,y4) (x4,y5)

(x5,y1) (x5,y2) (x5,y3) (x5,y4) (x5,y5)

Assume x=y, i.e. the two 
probability distributions 
share the same events.



Calculating Wasserstein-1 → Linear Programming

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html



Calculating Wasserstein-1 → Linear Programming

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

import numpy as np
from scipy.optimize import linprog

# We construct our A matrix by creating two 3-way tensors,
# and then reshaping and concatenating them
A_r = np.zeros((l, l, l))
A_t = np.zeros((l, l, l))

for i in range(l):
for j in range(l):

A_r[i, i, j] = 1
A_t[i, j, i] = 1

A = np.concatenate((A_r.reshape((l, l**2)), A_t.reshape((l, l**2))), axis=0)
b = np.concatenate((P_r, P_t), axis=0)
c = D.reshape((l**2))

opt_res = linprog(c, A_eq=A, b_eq=b)
emd = opt_res.fun
gamma = opt_res.x.reshape((l, l))



Linear Programming: Always Has a Dual Form

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

Weak Duality Theorem:

x: transport plan (to find)
c: distance vector
z: cost
A: selector matrix
b: probability distributions



Farkas’ Lemma: Solvability of Ax=b → Strong Duality

See details on strong duality at https://www.alexirpan.com/2017/02/22/wasserstein-gan.html



Dual Form

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

x: transport plan (to find)
c: distance vector
z: cost
A: selector matrix
b: probability distributions



Dual Form

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

x: transport plan (to find)
c: distance vector
z: cost
A: selector matrix
b: probability distributions

Pr(x1) … Pr(xn)   P (x1) .. P (xn)

f(x1)
…
...
...
f(xn)
g(x1)
…
...
...
g(xn)

+ g



f(x) = -g(x)

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

+ g

max max



f(x)

g(x) <= -f(x)

g(x) should be 
equal to -f(x)!
The max is 0.

max



f(x) = -g(x)

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

max max

?????



f must be a 1-Lipschitz Function

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

f(xi)-f(xj)<=Di,j=||xi-xj|| for all i,j pairs

A real-valued function f : R → R is called Lipschitz 
continuous if there exists a positive real constant K 

such that, for all real x1and x2,

K=1Slopes must be within 
[-1, 1]



Duality for Wasserstein-1

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

Kantorovich-Rubinstein 
Theorem

Finding an optimal f is easier than finding an optimal 



GAN vs WGAN

Authors tend to call f the critic instead of the discriminator - it’s not explicitly trying 
to classify inputs as real or fake

Differentiable nearly everywhere → can (and should) train f to convergence before 
each generator update.

Constraint D(x) to always be a probabiity within [0, 1].
→ JS Divergence L :(

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html



Arjovsky, Martin, Soumith Chintala, and Léon Bottou. "Wasserstein gan." arXiv preprint arXiv:1701.07875 (2017).
https://www.alexirpan.com/2017/02/22/wasserstein-gan.html

can (and should) train f to 
convergence before each 

generator update

generator update



Goodfellow, Ian, et al. "Generative adversarial nets." Advances in neural information processing systems. 2014.



Computer Vision: GAN
“I heard that in Wasserstein GAN, you can (and should) train the discriminator to 
convergence. If true, it would remove needing to balance generator updates 
with discriminator updates, which feels like one of the big sources of black 
magic for making GANs train.”

“In my limited GAN experience, one of the big problems is that the loss doesn’t 
really mean anything, thanks to adversarial training, which makes it hard to judge 
if models are training or not.” 

-- A current Google Engineer on the Brain Robotics team 

https://www.alexirpan.com/2017/02/22/wasserstein-gan.html



Kusner, Matt, et al. "From word embeddings to document distances." ICML. 2015.

Natural Language Processing:
Doc Classification

Query Doc 
Collection

Use average 
word 

embeddings 
→ fast

QueryQueryCand ResultUse
EMD



Natural Language Processing: Doc Classification

flow matrix

Finding the optimal T 
matrix takes O(n3logn) 
time where n is the # of

unique words.

Kusner, Matt, et al. "From word embeddings to document distances." ICML. 2015.

Word embeddings x 
identify the events.



Graph/Network Classification

Nikolentzos, Giannis, Polykarpos Meladianos, and Michalis Vazirgiannis. "Matching Node Embeddings for Graph Similarity." AAAI. 2017.

flow matrix

P(nodei)=1/n1

0.885
Finding the optimal T 

matrix takes O(n3logn) 
time where n is the # of
nodes of two graphs.

Label may be considered.

Node embeddings u 
identify the events.



Approximation: O(n3logn) → O(n2)
Don’t need a differentiable EMD distance. Just need the distance value.

Remove the second constraint. Then the optimal solution is obvious.

Kusner, Matt, et al. "From word embeddings to document distances." ICML. 2015.

nearest neighbor search/ matching

If only allowed to move to ONE 
word -- must be the nearest 

neighbor.



Thank you!


