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Fairness in Supervised Learning

Make decisions by machine learning:

! Software can make decision “free of 
human biases”



Fairness  in Supervised Learning

Make decisions by machine learning:

! “Software is not free of human 
influence. [...] Algorithm can 
reinforce human prejudice.”



Equality of opportunity

• Narrow notions: treats similar people similarly on the basis of relevant features, 
given their current degree of similarity

• Broader notions: organizing society, people of equal talents and ambition can 
achieve equal outcomes over the course of their lives

• Somewhere in between: treat seemingly dissimilar people similarly, on the belief 
that their current dissimilarity is the result of past injustice



Source of discrimination

● Skewed sample
○ The observation may not reflect the true world

● Tainted examples
○ The data we used may already contain the stereotype

● Limited features
○ Features may be less informative or less reliably collected for certain parts of 

the population

● Proxies
○ In many cases, making accurate predictions will mean considering features 

that are correlated with class membership



Running example: Hiring Ad for AI startup

● X features of an individual (browsing 
history etc.)

● A sensitive attribute (here, gender)
● C=c(X,A) predictor (here, show ad or 

not)
● Y target variable (here, SWE)

Pa{E}=P{E∣A=a}.



Formal Setup

• Score function (risk score) is any random variable 
R=r(X,A)∈[0,1]

• Can be turned into (binary) predictor by thresholding

Example: Bayes optimal score given by r(x, a)=E[Y∣X=x, A=a]



Three fundamental criteria

• Independence: C independent of A
• Separation: C independent of A conditional on Y
• Sufficiency: Y independent of A conditional on C
Lots of other criteria are related to these



First Criterion: Independence

Require C and A to be independent, denoted C⊥A

That is, for all groups a, b and all values c: 

Pa{C=c}=Pb{C=c}



Variants of independence

• Sometimes called demographic parity/statistical parity

When C is binary 0/1-variables, this means
Pa{C=1}=Pb{C=1} for all groups a, b.

Approximate versions:
Pa{C=1}
Pb{C=1}

≥ 1− 𝜖

|Pa{C=1}−Pb{C=1}| ≤ 𝜖



Achieving independence

• Post-processing: Feldman, Friedler, Moeller, Scheidegger, Venkatasubramanian
(2014)

• Training time constraint: Calders, Kamiran, Pechenizkiy (2009)

• Pre-processing: Via representation learning — Zemel, Yu, Swersky, Pitassi, Dwork
(2013) and Louizos, Swersky, Li, Welling, Zemel (2016); Via feature adjustment —
Lum-Johndrow (2016)



Representation Learning Approach

X, A Z C =c(Z)

max I(X; Z)
min I(A; Z)



Shortcomings of independence

• Ignores possible correlation between in Y and A.

male SWE > female SWE, show for everyone, not satisfied

• In particular, rules out perfect predictor C=Y.

• Accept the qualified in one group, random people in other

sufficient features/data in one group

• Allows to trade false negatives for false positives.



2nd Criterion: Separation

Require R and A to be independent conditional on target variable Y, denoted 
R⊥A∣Y

That is, for all groups a, b and all values r and y: 

Pa{R=r∣Y=y}=Pb{R=r∣Y=y}



Desirable properties of separation

• Optimality compatibility
R=Y is allowed

• Incentive to reduce errors uniformly in all groups



Second Criterion: Separation

● Equalized odds (binary case)

● Equalized Opportunity (Relaxation of Equalized odds)
○ Think Y=1 as the “advanced” outcome, such as “admission to a college”



Achieving Separation

Post-processing correct of score function:
• Any thresholding of R (possibly depending on A)
• No retraining/changes to R



Given score R, plot (TPR, FPR) for all possible thresholds



Look at ROC curve for each group



Given cost for (FP, FN), calculate optimal point in feasible 
region



Post-processing Guarantees

Optimality preservation: If R is close to Bayes optimal, 
then the output of post-processing is close to optimal 
among all separated scores.

Alternatives to post-processing:
(1) Collect more data. 

(2) Achieve constraint at training time.



Third criterion: Sufficiency

Definition.   Random variable R is sufficient for A if Y⊥A|R.

For the purpose of predicting Y,

we don't need to see A when we have R.
Sufficiency satisfied by Bayes optimal score

r(X,A)=E[Y|X=x, A=a].



How to achieve sufficiency?

• Sufficiency implied by calibration by group:
P{Y=1|R=r, A=a}=r

• Calibration can be achieved by various methods 
• e.g. via Platt Scaling
• Given uncalibrated score R, fit a sigmoid function

𝑆 = (
1+exp(αR+β) against target Y

For instance by minimizing log loss
−Ε[Y log S +(1−Y) log (1−S)]



Trade-offs between the three criteria

Any two of the three criteria are mutually exclusive 
except in degenerate cases.

*ignore the proof/ refer to Moritz’s NIPS slide



Observational criteria



Limitations of observational criteria

There are two scenarios with identical joint distributions, but 
completely different interpretations for fairness.

In particular, no observational definition can distinguish the two 
scenarios.



Two Scenarios

Have identical joint distribution à No observational criterion can 
distinguish them.

Causal Reasoning



Beyond Parity: Fairness Objectives for Collaborative Filtering 

• Fairness in collaborative filtering systems
• Identify the insufficiency of demographic parity

• Propose 4 new metrics to address different forms of 
unfairness



Running Example

Recommendation in education in STEM:
• In 2010, women accounted for only 18% of the bachelor’s degrees awarded in 

computer science 
• The underrepresentation of women causes historical rating data of computer-

science courses to be dominated by men 
• The learned model may underestimate women’s preferences and be biased toward 

men 
• If  the ratings provided by students accurately reflect their true preferences, the bias 

in which ratings are reported leads to unfairness 



Background: Matrix Factorization for Recommendation

Notation:
• m users; n items
• gi: which group the ith user belongs to 
• hj : the group for jth item
• rij: the preference score of ith user for jth item. It can be viewed as an entry in a rating 

matrix R
• pi: vector for ith user
• qj: vector for jth item
• ui, vj: scalar bias terms for user and item
The matrix-factorization formulation can be represented as:

• To minimizing a regularized, squared reconstruction error 



Unfairness recommendation from underrepresentation

Two forms of underrepresentation: population imbalance and observation bias
● Population imbalance: different types of users occur in the dataset with varied 

frequencies. e.g. in STEM there are significantly fewer women succeed in STEM 
(WS) than those who do not (W); however more men succeed in STEM (MS) than 
those who do not (M).

● Observation bias: certain types of users may have different tendencies to rate 
different types of items. E.g. women are rarely recommended to take STEM 
courses, there may be significantly less training data about women in STEM 
courses



Fairness Metrics

● Value unfairness: inconsistency in signed estimation error across the user types

Occurs when one class of user is consistently given higher or lower predictions than their true 
preferences: male students are recommended STEM courses when they are not interested in STEM 
while female students not being recommended even if they are interested

average predicted score 
for jth item from 
disadvantaged users

average predicted 
score for advantaged 
users

average ratings for 
disadvantaged 
users

average ratings for 
advantaged users



Fairness metrics

● Absolute unfairness (doesn’t consider the direction of error)

● Underestimation unfairness (missing recommendations are more critical than extra 
recommendations: a top student is not recommended to explore a topic he would excel in)

● Overestimation unfairness (users may be overwhelmed by recommendations)

● Non-parity (difference between the overall average predicted scores between two groups)



Experiment Setup

Synthetic Data
• U: sampling uniformly
• O: biased observations
• P: biased populations
• O+P: both biases
• Error: reconstruction error

Result
• Except the parity metrics, the unfairness order: U < O < P < O+P.
• For parity,  high non-parity does not necessarily indicate an unfair situation.



Experimental results



Experiment result

• Optimizing any of the new unfairness metrics almost always reduce other forms of unfairness.
• But optimizing absolute unfairness leads to an increase in underestimation.
• Value unfairness is closely related to underestimation and overestimation than directly 

optimizing them.
• Optimizing value and overestimation are more effective in reducing absolute unfairness than 

directly optimizing it.
• Optimizing parity unfairness leads to increases in all unfairness metrics except absolute 

unfairness and parity itself. 



Experiments

True dataset: Movielens Million Dataset (gender, different genres of movies)
• Optimizing each unfairness metric leads to the best performance on that metric 

without a significant change in the reconstruction error
• Optimizing value unfairness leads to the most decrease on the under- and 

overestimation (same tendency in synthetic dataset)
• Optimizing the non-parity metric causes an increase or no change in almost all 

the other unfairness metrics.





On Fairness and Calibration



On Fairness and Calibration

It is extremely difficult to achieve calibration while also satisfying Equalized Odds
(J. Kleinberg, 2017).

The relationship between calibration and error rates (FN, FP):
• Even only require weighted sums of the group error rates match, it is still 

problematic to enforce calibration.
• They provide necessary and sufficient conditions under which the calibration 

relaxation is feasible. 
• When feasible, they provide a simple post-processing algorithm to find the 

unique optimal solution.



Problem Setup: Recidivism

• (x, y) ~P: represents a person
- x: individual history; 
- y: whether or not the person will commit another crime

• Two groups: G1, G2⊂P
- Different groups have different base rates µt, (probabilities of belonging to the positive

class):
µ1 = P(x,y)∼G1 [y = 1] ≠ P(x,y)∼G2 [y = 1] = µ2.

- Let h1, h2 : Rk → [0, 1] be binary classifiers:  outputs the probability that a given 
sample x belongs to the positive class 



Problem Setup

“Calibration”: if there are 100 people in G1 for whom h1(x) = 0.6, then we expect 60 of them to belong 
to the positive class. 
* if not calibrated, the probability will carry different meaning for different groups (Kleinberg, 2016;
Chouldechova, 2016)

• If the classifier outputs 0/1, the above is the standard notations of FP and FN.



Impossibility of Equalized Odds with Calibration

• Trivial classifiers: classifiers lie on the diagonal; 
any classifiers lie above the diagonal perform 
“worse than random guess”

• Generalized false-positive and false-negative rates 
of a calibrated classifier are linearly related by the 
base rate of the group:

• For a given base rate, a “better” calibrated 
classifier lies closer to the origin on the line of 
calibrated classifiers perfect classifier

trivial

Calibrated, 
trivial



Relaxing Equalized odds to Preserve Calibration

• Satisfy a single equal-cost constraint while maintaining calibration for each group Gt
• Define a cost function 

○ at and bt are non-negative; at any time, at least one is nonzero
○ 𝑔+ ℎ+ = 0	iff 𝑐01 ℎ+ = 𝑐02 ℎ+ = 0



Relaxing Equalized odds to Preserve Calibration

• Assume “optimal” (but possibly discriminatory) 
calibrated classifiers h1 and h2

• Assume that g1(h1) ≥ g2(h2) 
• Goal:

o find a classifier ℎ34	with cost equal to h1

• Def.4 can be achieved only if g1(h1) ≤ g2(hµ2 ) 



Problems

Algorithm
• Makes a classifier strictly worse for one of the groups (h2)
• Withholds information on a random subset, making the 

outcome inequitable within the group
• Impossibility to satisfy multiple equal-cost constraints

Error
• Calibration is completely incompatible with the error-rate 

constraints (in the recidivism experiment)


